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Abstract

Light field rendering is widely applied to virtual reality (VR), augmented reality (AR), mixed reality (MR) and extended
reality (XR). For photorealistic light field displays, it requires a dense view sampling of the scene. However, in dynamic
immersive interactions, the available observations are often too sparse to synthesize the complete light field required
for a high-fidelity display. Therefore, it poses a huge challenge for generating photometrically consistent views
between the virtual and real world. Here, we introduce a neural illumination estimation and editing framework for
adaptive light field synthesis. The proposed method can explicitly encode intrinsic parameters of illumination from
one single sampling view, which is used for a hybrid-guided generative network to synthesize photometrically
plausible dense views of the scene under the guidance of a complete rendering model. It deconstructs the baked-in
lighting to enable consistent and high-fidelity relighting from any viewpoint. Our method estimates and edits
illumination with only 0.2397 W m™? irradiance error and 7.02° angular deviation, yielding synthesized images with an
average 17.0% improvement in PSNR and a 51.2% reduction in LPIPS. This work presents a practical pathway towards
truly interactive and adaptive digital light fields, enabling photorealistic content generation for the next generation of

near-eye displays and computational imaging systems.

Introduction

The light field is an intrinsic description of the light
propagation in space, which encodes the radiance infor-
mation of light rays at every position and direction' >,
Therefore, light field rendering generates true-to-nature
visual scenes. This characteristic makes light field ren-
dering a foundational technology for advanced display
systems, including light field and holographic displays,
which aim to deliver true-to-nature visual experiences for
the observer. Traditional light field rendering methods
model complex interaction relationships between the
ambient light field, geometry and materials of scenes to
control their appearance. With the application of deep
learning in optics, computational imaging breaks the
limitations of statistical inference, computation, and
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inverse design in imaging systems®’. Indeed, some

impressive applications have demonstrated its effective-
ness, such as the real-time generation of photorealistic 3D
holograms® and the reconstruction of information from
sparse samples via compressive sensing’. For light field
displays, neural illumination converges the sensing, pro-
cessing, and synthesizing of light fields to bridge sparse
real-world measurements with the dense data required for
their computational synthesis'>'".

Immersive interaction aims to provide a sense of
immersion and presence for users and thus asks to obtain
a perceptually seamless fusion between virtual content
and a user’s real-world environment with high rea-
lism'*'3, The fidelity of this integration critically depends
on photometric consistency’*'>, which is achieved
through a high-fidelity light transport simulation based on
the rendering equation'®. This simulation requires both
accurate physical modeling'” and a real-time rendering.
To achieve this goal, extensive research on sensing
hardware has been motivated. Recently, some significant
advancements have been made in these areas, such as
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illumination field reconstruction'® and transient light
transport analysis'®, For example, advanced optical see-
through (OST) systems based on waveguides and dif-
fractive optical elements (DOEs)*°~** continually improve
display efficiency and field of view, while sophisticated
liquid crystal optics®>>® enhance the visual immersion in
immersive interaction. However, these advanced display
systems face a critical content bottleneck: the on-board
sensors are observation-limited and cannot capture suf-
ficient environmental light information to dynamically
render a photometrically consistent virtual light field. To
overcome this problem, light field rendering requires a
dense view sampling of the scene to sufficiently capture its
spatial and angular radiance information®. These methods
capture the specific environmental illumination condi-
tions, which are jointly encoded with geometry and
material properties within the asset’s parameters. This
illumination coding, termed “baked-in illumination” *~2°,
becomes a significant limitation for interactive displays, as
the rendered assets cannot photometrically adapt to the
user’s real-time environment. For instance, the neural
radiance fields (NeRFs) have been a huge success in novel
view synthesis and serve as powerful core assets within
rendering engines by learning a continuous mapping from
a 5D coordinate to color and density®. Neural illumina-
tion can also be supported by explicitly coding, such as 3D
Gaussian splatting®’, which allows for high-quality novel-
view synthesis at competitive speeds by fitting the Gaus-
sian spherical harmonic function of each point from all
views.

Although neural illumination enhances the sense of
reality in the visual experience, it deeply relies on dense
views of the scene. However, observation views are lim-
ited, along with dynamically changed light ray information
in immersive interaction. In this context, “dynamic” refers
specifically to the variation of incident environmental
illumination such as sudden changes along with scene
transitions and continuous temporal changes in intensity
and direction. This is distinct from viewpoint changes
caused by user interaction. Consequently, new target
illumination cannot be estimated directly, and “baked-in
illumination” cannot be edited directly. This problem is
especially serious in mixed reality (MR). Since light ray
information is not stable in the real world, virtual content
needs to retain dynamic photometric coherence with
environmental illumination. This is not only an aesthetic
concern but also ensures the perceptual coherence and
interaction fidelity of the entire MR experience. Because
correct illumination controls the visual realism of syn-
thetic content, illumination perception influences user
perception of depth and materials. In MR, this limitation
manifests as a fundamental barrier to achieving photo-
metric coherence under dynamically changed real-world
conditions. However, this deep entanglement of scene
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properties results in a visually rich but optically static
asset, unable to react to dynamic changes in real-world
lighting or to facilitate intuitive artistic edits. Adapting
such baked-in representations to dynamic lighting would
typically require prohibitive retraining or dense multi-
view inputs, which is impractical for immersive interac-
tion. To estimate and edit illumination from limited views
of observation, many studies are explored, such as various
approaches from intrinsic image analysis®® to solving
complex inverse problems in scattering media'® or with
single-pixel detectors>. Nevertheless, they have their own
limitations. Many 3D relighting pipelines assume that the
target illumination is provided as dense global measure-
ments such as high-dynamic-range (HDR) environment
maps, which are difficult to acquire from a single sparse
observation, and reliance on per-scene optimization often
limits their generalization to the open world. For instance,
traditional heuristic approaches analyze cues like shadows
and highlights but lack robustness®***. Learning-based
methods have shown promise in predicting indoor illu-
mination distributions®**” or estimating lighting for spe-
cific tasks like face relighting®® but it can only exhibit
limited generalization. Specifically, some are designed for
view-misaligned scenarios®”, some leverage textual
prompts for control*’, and some achieve high quality but
require training a separate model for each object*', which
is highly infeasible and lack of flexibility in practice or
real-time applications. On the whole, a critical gap
remains for a solution that can generate generalizable and
physically plausible light fields for dynamic display under
the real-world constraint of sparse observations views in
dynamic light field settings.

In this work, we propose a novel neural illumination
framework with one single observation view by explicitly
encoding intrinsic parameters of illumination. These
parameters can synthesize dense view sampling with any
light field rendering model. Inspired by the computational
imaging paradigm, the direct solution for the intractable
inverse problem of full light field recovery is avoided. We
first design a computational optical perception (COP)
module to estimate a compact, explicit and parametric
representation of the dominant illumination from only
one observation view. While MR devices often provide
stereo cameras, our method is defined as single-view
because it requires only one input image stream as the
lower-bound sensing condition for illumination estima-
tion. Stereo can be used as an optional enhancement but
is not a dependency. Since global illumination cues are
approximately consistent across the small stereo baseline,
this design avoids redundant computation and preserves
compatibility with monocular devices. Second, these
explicit light codes guide a generative light transport
synthesis (GLTS) module to computationally solve the
forward problem, rendering a new photometrical 2D view
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of the scene under the target illumination condition.
Moreover, a complete light field rendering for the scene
should be modeled under a fixed preset illumination
condition. Third, the set of synthesized views serves as
supervision for a joint optimization process over both the
appearance and camera geometry of the scene, globally
reconstructing a new coherent 3D representation with the
help of the light field rendering model. This entirely
deconstructs the baked-in lighting, enabling consistent,
high-fidelity neural illumination editing from any view-
point. Our method does not need panoramic environment
maps, dense multi-view supervision, or explicit material
decomposition. It can embed the virtual sensing of the
human visual system into the real environment. The
proposed method is expected to provide a practical and
scalable visual perception experience toward the next
generation of truly immersive display systems, especially
mixed reality.

Results

From a first-principles optics perspective, any visual
scene is comprehensively described by its light field, a
fundamental concept that characterizes the flow of light in
free space. In its complete form, the light field is repre-
sented by the 5D Plenoptic Function, which defines the
radiance of every light ray at every point in space and in
every direction:

L=1L(x,9,z0,¢) (1)

where (x, y, z) are spatial coordinates, (6, ¢) define the
ray’s direction, and radiance L is the physical quantity of
light intensity. While the light field describes light in
space, the appearance of objects is determined by the
interaction between an incident light field and the scene’s
properties. This interaction is physically governed by the
Rendering Equation:

Lo(X,0,) = Le(X, ) + /er(x, i, W) Li(X, ;) (n - w;)dw;

(2)

where L (X, w,) is the emitted radiance, the outgoing light
field L, (what is ultimately captured) is the integral of the
incident field L; over the hemisphere Q, modulated by the
material’s Bidirectional Reflectance Distribution Function
(f,) and the surface geometry (n). Computational methods
for light field display are focused on sensing, processing,
and synthesizing light fields to drive these advanced visual
systems, often by solving an inverse problem: inferring
properties of the scene (f;, n) or the illumination (L;) from
measurements of the outgoing field (L,).

A primary frontier for computational imaging is
immersive interaction, often facilitated by modern head-
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mounted displays, where the objective is to project a
virtual light field that creates a perceptually seamless
superposition with the observer’s real-world view. The
final image perceived by the observer, Iy, is an integra-
tion of this composite light field:

IMR X /(aLoﬁvirtual + (1 - a)Lo,real) aQ (3)

For this fusion to be realistic, as shown by Eq. (2), the
virtual light field must be synthesized using the real
environment’s incident illumination, L; ;e

= for‘virtual (X, Wi, &)0)

'Li,real(x7 CO,‘) (n : wl’)dwl'

Lo,virtual (X, (’)o)

(4)

This reveals the fundamental optical challenge for rea-
listic mixed reality displays: to generate the required vir-
tual content, one must first solve the inverse problem of
sensing and modeling the real-world illumination field,
L; vea, from limited observations.

This challenge is particularly acute for modern 3D scene
representations like implicit neural fields. These models
learn a function F, parameterized by network weights 6,
which maps a 5D coordinate directly to an outgoing
radiance value. During their training, they jointly optimize
for geometry, materials, and lighting, effectively “baking-
in” the specific incident illumination field from the
training data, L;raining into their weights:

La,bakedfin (X, wo) = .7:()(, Wo; 0) (5)

The task of estimating and editing for an interactive
display is to modify this representation to generate a new
outgoing light field, L, target, that corresponds to a new
target illumination, L;targer. This can be formulated as
finding a new set of parameters @ such that:

Lo,target ~ .7:()(, Woj 6,) ~ for,implicit(x7 Wi, (‘)0)

'Li,target(x7 wi)(n . (x)[)d(;)i

(6)

Directly solving this integral is intractable, as the scene’s
implicit bidirectional reflectance distribution function
(BRDF) (fyimplicit) is non-trivially entangled within the
thousands of parameters of the neural network F. A
conventional approach might attempt to first reconstruct
a full panoramic environment map from the sparse inputs
and then use it to solve the integral, which is a severely ill-
posed problem. To address this issue, our framework
proposes a more direct and robust pathway. Instead of
attempting this intractable intermediate reconstruction,
our approach bypasses the need for an environment map
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photometrically consistent with the real world

Fig. 1 Overview of our proposed neural illumination estimation and editing framework, illustrating the end-to-end information flow from
real-world perception to display on a wearable device. The process begins as the COP module captures sparse optical cues from the ambient
Environmental Lighting to infer a parametric model of the scene’s illumination. Guided by these parameters, the GLTS module generates a
photorealistic Synthesized Light Field. This virtual content is processed and transmitted via the Edge Computing Module to the display terminal.
Finally, as illustrated in the XR Device Diagram, the light is modulated and coupled for projection to the user, ensuring the resulting virtual image is

altogether. We first employ the COP module to directly
infer a compact, parametric representation of the domi-
nant illumination from the single image {Ii},,,, and
then take a generative process to synthesize the resulting
outgoing light field, which in turn guides the update of the
neural representation from 6 to . Our entire process is
shown in Fig. 1.

lllumination field inference from one single view of
optical cue

The foundational stage of our framework is to solve the
optical inverse problem of characterizing the incident
illumination field from a sparse set of 2D projections
{Zi }npue With one single view of observation. To this end,
we developed the COP module. Instead of attempting an
intractable full reconstruction of the light field, the COP
module employs a two-stage process to infer a compact
and effective parametric representation of the dominant
illumination.

The first stage is a multi-scale inference engine,
Festimate> Which is responsible for the primary numerical
estimation. The input image is processed using a feature
extractor backbone that produces multi-scale feature
maps. To precisely identify the most informative photo-
metric features, we employ a bespoke attention mechan-
ism at each scale. For a feature map X, this process is

defined as:
X' = Ms(Mc(X) ® X) ® X (7)

where Mc and Mj are the channel and spatial attention
maps, respectively, and ® denotes element-wise multi-
plication. This allows the network to focus on critical
physical cues like specular highlights. The attention-
weighted multi-scale features are then aggregated and fed
into two parallel Multi-Layer Perceptron (MLP) heads to
produce structured latent codes, which we denote as the
implicit illumination parameters: the effective irradiance E
and a 3D directional vector D. The irradiance is computed
via our Non-linear Irradiance Manifold Interpolation
(NIMI) technique. Standard imaging pipelines (e.g,
physical cameras or rendering engines) apply non-linear
tone mapping curves such as Filmic or Gamma compres-
sion to map high dynamic range radiance to low dynamic
range pixel values. Consequently, direct linear interpola-
tion in the latent space would result in photometric
artifacts due to this non-linearity. To address the non-
linear response of modern imaging pipelines*, NIMI
performs an inverse mapping to project the predicted
continuous irradiance values onto an approximately
linearized radiometric manifold*®. This manifold is
spanned by the nearest learned discrete intensity anchors
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Table 1 Quantitative evaluation of our illumination perception module (COP)
Intensity (W m3) Direction (Azimuth, Elevation)

Scene ID Ground Truth Predicted Abs. Error Ground Truth Predicted Angular Error
Signal 80 821 0.21 (45°%, 30°) (517, 337) 6.78°
Amongus 45 475 0.25 (207, 257) (277, 29°) 7.30°

Hotdogs 122 125 030 (30°, 70) (35°, 779 8.00°

Space 18.0 17.84 0.16 (70°,157) (647,137 6.00°
Template 6.5 6.70 0.20 (507, 507) (577, 55%) 6.90°

Room 9.0 874 0.26 (80°, 359 (88", 38" 734

Mean Error - 0.23 - 7.02°

The numerical intensity data corresponds to the preset solar irradiance parameters defined during the data generation process. These values serve as the ground truth
inputs for the rendering model, thereby eliminating the need for post-hoc radiometric calibration or geometric registration. The module achieves high accuracy in
estimating both the intensity and direction of the dominant light source across various scenes, with light sources positioned in the top-right quadrant relative to the
scene origin. The final row displays the mean absolute error (MAE) averaged across all tested scenes. All angular measurements are reported in the Horizontal
Coordinate System, with azimuth and elevation angles defining the light source direction

that have been mapped into the linear domain. By
interpolating within this linearized space, the process
ensures that illumination states evolve in a physically
linear manner™, effectively avoiding photometric artifacts
caused by non-proportional scaling in tone-mapped
space®”. This ensures that the synthesized intermediate
illumination states remain physically linear and contin-
uous, effectively decoupling the light transport simulation
from the non-linear response of the imaging system.
These parameters represent an intermediate, unrefined
encoding of the dominant light’'s properties, learned
directly by the network. The output of this first stage is
thus:

(E7 D) = festimate ({Ik }Input; eestimate) (8)

The second stage is a semantic interpreter, Finerprets
designed to enhance the system’s robustness and provide
an intuitive, high-level control signal. This stage is crucial
because the initial latent parameters, while quantitatively
useful, can be unstable in ambiguous lighting scenarios.
To address this issue, the module takes the implicit
parameters E and D from the first stage as input. Built
upon a vision transformer (ViT) and a generative pre-
trained transformer (GPT) decoder, it leverages the
powerful generative prior of the language model to per-
form two concurrent tasks: it refines the latent inputs into
final, physically-plausible explicit parameters (E, D), and
simultaneously translates them into an interpretable tex-
tual description of the lighting geometry, Dy, (e.g., “The
light comes from the upper right, and the shadow appears
on the left side.”). This estimate-and-refine strategy is
highly effective, as the interpreter acts as a powerful prior,
correcting potential instabilities from the initial direct
estimation and ensuring a consistent, multi-modal output
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for guiding the synthesis stage.
Dtext = finterpret (E7 D; Hinterpret) (9)

This text-based representation offers superior robustness
against noise and serves as a powerful and intuitive global
prior for the subsequent generative synthesis stage.

The performance of the COP module is detailed in
Table 1. The inference engine Festimate achieves a mean
absolute error below 0.3 W m ™2 for irradiance and a mean
angular error of 7.02 degrees for the direction vector. The
subsequent semantic interpreter Finerprec Successfully
refines the initial latent estimates and translates them into
contextually appropriate textual descriptions. This two-
stage design, as a key feature of our framework, can
provide both precise numerical predictions and a robust
semantic descriptor, enabling high-fidelity synthesis and
intuitive illumination control.

Generative synthesis of a 2D light field slice

With the illumination parameters (E, D, Dy, compu-
tationally perceived, the second stage of our framework
addresses the forward problem: synthesizing a new, phy-
sically plausible viewpoint which is a 2D slice of the
outgoing light field, I',jit- To achieve this, we developed
the GLTS, G. Our design is built upon the principles of
multi-domain image-to-image translation, which utilizes a
single, versatile generator to learn mappings between
multiple appearance domains. However, a key challenge is
that conventional implementations of such models often
require predefined discrete domains, which is unsuitable
for the continuous and unpredictable nature of real-world
illumination. Our GLTS overcomes this by dynamically
conditioning the synthesis process based on a novel
hybrid guidance mechanism.
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The synthesis process transforms an initial rendered
view from a 3D neural representation, Render(6), into the
slice:

I/relit = g( Render (9)7 (Ev D, Dtext), {Ik}lnput; Hg)
(10)

where 6 is the parameter of the original neural scene. Our
hybrid guidance mechanism combines high-level para-
metric control with fine-grained visual calibration. First,
the inferred illumination parameters provide the macro-
scopic guidance. The semantic descriptor Dy, and the
vector D are encoded to configure a mapping network,
which computes a latent style code spen: that sets the
global properties of the light transport.
Slatent = Fmap (Z, gtext(Dtext)a gvec(D)) (11)
While this defines the global behavior, the single
observation {Ij}y,,, contain invaluable high-frequency
optical details. To incorporate this, our system performs a
microscopic calibration. An encoder network, Egyle,
analyzes an observed image to extract a visual style code,
Syisua Which captures subtle, scene-specific phenomena.
The final calibrated style code, sg,,1, is a fusion of these
two components modulated by the incident irradiance E:
Sfinal = ) * E. ((1 - /j)slatent +ﬁ5visual) (12)
where y and f8 are learnable scaling and blending factors.
This hybrid approach ensures the synthesized light field
slice is not only globally consistent with the target
illumination but also locally faithful to observed optical
phenomena. This design provides crucial flexibility: in
scenarios where an input sparse illumination image is
unavailable, the system can operate in a text-only mode,
relying solely on the macroscopic guidance sjyene for
illumination editing and generation. When an input image
is provided, its inclusion via syisua Serves to optimize and
refine the synthesis with fine-grained, scene-specific
optical details, thus enhancing the final generated effect.
Furthermore, we specialize the training objective to
maximize its efficacy for the relighting task. While such
versatile generative architectures are designed to learn
transformations between different object identities, this
capability is unnecessary for our purpose and would divert
the model’s learning capacity. We therefore tailor the
training process to focus the model’s entire capacity on a
single critical task, modeling the appearance of the same
object as it responds to a continuous spectrum of illu-
mination states. This specialized training scheme allows
the GLTS to learn a more accurate and disentangled
representation of the object’s intrinsic light transport
properties (its implicit BRDF), without being confounded
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by irrelevant variations in geometry or texture. To
implement this, the Generator and a corresponding Dis-
criminator are trained adversarially, forming a conditional
Generative Adversarial Network (GAN) as illustrated in
our framework architecture (Fig. 4). During the training
process, the Discriminator is tasked with distinguishing
real images from the edited images produced by the
Generator. Crucially, the Discriminator is conditioned on
both the target single illumination image and its textual
description. This dual conditioning enables it to learn the
nuanced stylistic features of the target light domain,
providing a powerful training signal that compels the
Generator to produce images that are not only realistic
but also precisely aligned with the desired illumination
characteristics. In the inference process, this allows the
updated 3D representation to be edited based on the
output from the Generator.

To show the core capability of this synthesis engine, we
evaluated the GLTS under precisely controlled, pro-
grammatic illumination. As shown in Fig. 2, as the
dominant light source is programmatically shifted, our
synthesized result accurately reproduces the correspond-
ing migration of specular highlights and the geometric
transformation of cast shadows, closely matching the
ground-truth. This demonstrates that our GLTS, through
its specialized training and hybrid guidance, has learned a
physically plausible and controllable light transport
model. Furthermore, to showcase the model’s ability to
handle dynamic changes, Fig. 3 visualizes the continuity
and consistency of relighting under varying illumination.
Our method successfully generates a seamless and phy-
sically plausible transition of highlights and shadows, a
critical capability for creating truly interactive experi-
ences. In contrast, while a method like NRHints (Fig. 3,
4th row) can reproduce the intensity and position of
specular highlights reasonably well, its cast shadows are
often not photometrically plausible. They tend to appear
overly sharp and disconnected from the scene geometry,
failing to form the soft, physically-correct penumbras that
our method achieves. This highlights the advantage of our
generative approach in learning a more complete and
realistic light transport model.

Experimental setup

The proposed framework is designed to relight current
3D neural representations in minimal on-the-fly envir-
onmental observations. Specifically, the method requires
only a single view of the target environment that differs
from the baked-in illumination of the 3D representation.
From this single view, the COP module is first proposed
to infer the dominant light properties (intensity and
direction) to discriminate a target light domain. A ren-
dered image from the original 3D representation is then
fed into the generative model to guide the synthesis of a
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Sourc Reference Intrinsic PNRNet Tensor

scenes: Signal, Amongus, Hotdogs, Space, Template, and Room

\

Fig. 2 Qualitative comparison with illumination estimation and editing methods. From top to bottom, the rows display results for the following

IC-Light  TensorV2  NRHints Ours Ground truth

photorealistic image under the new lighting. This syn-
thesized view subsequently updates the neural repre-
sentation to be consistent with the target illumination. To
strictly evaluate this method, we compare it against sev-
eral state-of-the-art methods, although their foundational
principles reveal their inherent limitations for our specific
task.

Intrinsic image decomposition methods®” operate by
simplifying the rendering process into a 2D image-space
model. This approach fundamentally diverges from our
goal, as it does not operate on or update a 3D scene
representation F(x,w,;0) (Eq. (5)). Instead of solving
for an updated representation &, it attempts to
decompose a single rendered view. Moreover, to relight
the scene, this approach requires a complete,
geometrically-aligned target shading map (Searget), but it
offers no mechanism to infer this map, a proxy for the
full incident light field L;arger in Eq. (4), from a novel
observation. To fairly evaluate its best-case perfor-
mance, our experiments therefore provide this method
with the ground-truth shading map corresponding to
the target light domain.

PNRNet’ tackles any-to-any relighting as an image-to-
image translation task, rather than a 3D representation
update problem. Its formulation explicitly requires

1630 | Light Sci Appl | 2026 | Vol 15 | Issue 5

comprehensive geometric information, such as the surface
normal n,, to be provided as external inputs. This
requirement of pre-existing geometry, which corresponds
to the term n in the Rendering Equation (Eq. (2)), means
it cannot operate directly on an implicit neural field where
geometry is part of the learned representation 6. Conse-
quently, it cannot solve for the updated parameters 6 as
defined in our objective (Eq. (6)). To ensure a fair com-
parison, we provided PNRNet with the ground-truth
illumination image and depth map in our experiments.

IC-Light* introduces a powerful diffusion-based
approach grounded in the principle of light transport
linearity, which follows from the Rendering Equation (Eq.
(2)). While physically sound, this approach operates fun-
damentally in 2D image space. Its mechanism constrains
the latent representation of individual 2D images, or slices
of the outgoing light field L,. This differs from our goal of
updating a complete 3D scene representation 6’ (Eq. (6)),
which is essential for generating a new, view-consistent
4D light field. It is not designed to maintain the multi-
view geometric and photometric consistency that is the
hallmark of a true light field representation as con-
ceptualized in Eq. (1). For our comparison, we provided
IC-Light with the target illumination and textual
description.
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a

Ground truth

Intrinsic

IC-Light

NRHints

Ours

Intrinsic

IC- nght

Full image sequences

b e = .%‘ ‘«:_:" 2, o ~;‘__‘ 3 E, |
Ground truth

' _;
L~ ~E et ot
NRHints
‘—_
VN

Zoomed-in ROI details

Fig. 3 Visualizing the continuity and consistency of relighting under smoothly varying illumination. a Shows the full image sequences as the
light source moves, and (b) displays the corresponding zoomed-in regions (ROI). In both panels, the rows correspond to Ground Truth, Intrinsic, IC-
Light, NRHints, and Ours (from top to bottom). Our method (bottom row) demonstrates a smooth and physically plausible transition of highlights
and shadows, achieving superior realism. Results from other learning-based methods, IC-Light (3rd row) and NRHints (4th row), are also shown for
comparison. While both are designed for automatic relighting, methods like NRHints face challenges in generating such continuous sequences

smoothly, as they often require per-scene optimization or manual parameter specification for distinct conditions

NRHints*" conditions a neural radiance field on the
light position 1. While it operates on a 3D representation,
its per-scene optimization approach presents a key lim-
itation. The network weights are trained to reproduce a
specific set of images, effectively entangling the scene’s
implicit BRDF f, impiicie with the distribution of the
training illumination L;aining. This lack of disentangle-
ment prevents the model from generalizing to an arbi-
trary target illumination, L;ge, especially one with
properties like intensity outside its training distribution.
It therefore cannot reliably solve for a general-purpose ¢’
as required by our core task in Eq. (6). Therefore, to
conduct a fair comparison, we trained multiple NRHints
models, one for each distinct target light intensity,

providing ground-truth camera poses and light para-
meters for inference. Note that we adopted a per-
intensity training protocol for NRHints to evaluate its
upper-bound performance. Although NRHints suggests
that illumination intensity can be handled via linear
scaling, its per-scene optimization tends to entangle the
implicit BRDF with the illumination distribution
encountered during training. In our experiments, forcing
a single NRHints model to cover a wide dynamic range
of intensities often results in unstable optimization and
suboptimal convergence, which is consistent with the
difficulty of fitting one network under drastically varying
gradients. Accordingly, training specialist models for
each target intensity provides an advantage and reflects
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Table 2 Quantitative comparison of generative synthesis
methods

Method PSNR 1 SSIM 1 LPIPS | Runtime |
Intrinsic> 2078 0.8334 0.0971 21.12
PNRNet*” 2185 0.8056 0.0984 128
IC-Light* 1890 0.7981 0.1283 7.26
NRHints"' 2256 0.8230 0.1805 59.83
Ours(w/o Drey) 18.77 0.5409 0.2409 /
Ours(w/o Syisual) 23.16 06950 0.1030 /

Ours 24.59 0.8205 0.0616 0.15

Our method is benchmarked against several imaging and relighting methods. It
achieves competitive performance, notably attaining the best learned percep-
tual image patch similarity (LPIPS)*® score, which indicates superior perceptual
quality. PSNR is measured in decibels (dB) and Runtime in seconds (s). The
semantic interpreter takes about 0.5 s per call. It is triggered only by detecting
significant illumination changes, thus not affecting the per-frame rendering rate.
The best result in each column is highlighted in bold. Arrows indicate whether
higher (1) or lower () values are better

the baseline’s best-case performance under its most
favorable conditions.

In summary, to create a fair and rigorous benchmark,
we tailored the inputs for each competing method to best
suit its architecture and often provided ground-truth
information to evaluate their optimal performance. It is
important to note that this protocol establishes an upper-
bound performance baseline for methods that rely on
privileged auxiliary priors (e.g., ground-truth target
shading for Intrinsic and ground-truth depth for
PNRNet). In practical single-view applications where such
priors are unavailable, their performance degrades sub-
stantially (see Table S1 in the Supplementary informa-
tion). To comprehensively evaluate the synthesis quality,
we employ three standard metrics: Peak Signal-to-Noise
Ratio (PSNR) to measure pixel-level signal fidelity,
Structural Similarity Index (SSIM) to assess structural
preservation, and Learned Perceptual Image Patch Simi-
larity (LPIPS)* to quantify human perceptual realism.
The following quantitative and qualitative analyses will
demonstrate our framework’s superior performance and
flexibility, especially in the practical and challenging
context of single-view, uncalibrated relighting.

Quantitative analysis in Table 2 details our synthesizer’s
performance against state-of-the-art methods, demon-
strating superiority across key metrics of fidelity and
perceptual realism, which are crucial for viewer immer-
sion on a high-fidelity display.

Our primary result is the direct, view-by-view synthesis
quality, where we achieve the highest average PSNR of
24.59. Crucially, our method excels in perceptual realism,
achieving the best LPIPS score of 0.0616 by a substantial
margin. For perceptual performance valuation, this metric
is arguably the most critical as it quantifies alignment with
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human perception and the generation of physically plau-
sible optical phenomena, such as soft penumbras and
accurate specular highlights-paramount for immersive
experiences.

In the domain of structural similarity, while a
decomposition-based method like Intrinsic attains the
highest SSIM, this performance relies on the idealized
assumption of perfect view alignment discussed pre-
viously. In contrast, our method’s highly competitive
SSIM of 0.8205 demonstrates its robustness in more
realistic, view-misaligned scenarios. Furthermore, our
method consistently outperforms or remains highly
competitive against other specialized models like PNRNet,
IC-Light, and NRHints across all metrics. Under this
strengthened upper-bound setting, Table 2 shows that our
single unified model still achieves superior overall fidelity
and perceptual realism (PSNR 24.59 dB vs. 22.56 dB, and
LPIPS 0.0616 vs. 0.1805), demonstrating the practical
advantage of our framework for immersive interaction
where maintaining and switching among multiple per-
condition optimized models is infeasible.

In summary, the synergistic achievement of leading in
both pixel-level fidelity (PSNR) and perceptual-physical
realism (LPIPS), coupled with demonstrated robustness
(SSIM), shows our generative model as a robust engine for
high-fidelity, view-specific radiance field computation.
This sets a solid foundation for the final reconstruction of
the full 4D light field.

Synthesis of the full 4D adaptive light field

The final and definitive stage of our framework is to
elevate the synthesized 2D views into a complete and
globally coherent 4D light field, implicitly encoded in a
new 3D neural scene representation, &. This process
transforms the collection of individual, view-specific
syntheses into a unified, continuous model that fully
embodies the target illumination from any viewpoint.

The process begins by leveraging our validated modules.
The COP module infers the real-world illumination,
which then guides the GLTS to synthesize a complete set
of photometrically consistent target images, {I} . }. A
critical challenge arises at this step of generative synthesis,
while achieving high photometric realism, does not
guarantee that the synthesized images are perfectly
aligned with the original geometric camera parameters
{p«}. Subtle, non-linear transformations inherent in the
generative process can disrupt the strict spatio-
photometric consistency required for high-fidelity 3D
reconstruction.

To solve this problem, we formulate the final recon-
struction not as a simple retraining, but as a joint opti-
mization problem over both the scene representation and
its corresponding camera geometry. Our goal is to find a
new, self-consistent pair of a scene representation ' and a
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corresponding set of camera poses {pj } that best explains
the target appearance of the synthesized images {I . }-
This optimization seeks to minimize the discrepancy
between renderings from the new model and our syn-
thesized targets:

0, {p;} = arg min Z £<Render G p;‘)’l;“re“‘)
o{p} & |

(13)

where L is a photometric loss function. This formulation
implicitly solves for the optimal camera geometry that
aligns with the photometric reality of the synthesized
images, rather than relying on the potentially misaligned
original poses. In practice, this joint optimization can be
realized by leveraging modern structure-from-motion and
neural rendering pipelines that co-optimize scene para-
meters and camera extrinsics. This ensures the resulting
3D model is not just a collection of stylized images, but a
true, continuous, and geometrically sound representation
of the scene’s appearance under the new illumination.
The interplay between these three stages and their
underlying network architectures is visualized in Fig. 4.
This illustrates the end-to-end data flow from initial
perception to final reconstruction. The definitive result of

this entire pipeline is a reconstructed 3D asset whose
rendered appearance blends seamlessly into the real
environment. This end-to-end result demonstrates that
our framework successfully synthesizes a globally coher-
ent 4D light field. It does not merely perform 2D image
stylization but fundamentally reconstructs the optical and
geometric properties of the scene under new illumination.
The ability to create these high-fidelity, adaptive digital
light fields from one single view of real-world observation
is a prerequisite for truly immersive mixed reality
experiences, marking a step forward in generating
dynamic content for computational displays.

Extension to holographic display applications

While our primary focus is on high-fidelity 3D relight-
ing, we further explored the potential of our framework
for driving computational holographic displays. We uti-
lized the synthesized images as inputs for the Tensor
Holography pipeline™®. The resulting holographic recon-
structions achieved an average PSNR of 24.19 dB and
SSIM of 0.4273. These metrics indicate that our method
can generate high-quality source content suitable for
calculating computer-generated holograms (CGH). Fur-
thermore, as demonstrated in Fig. 3, our method main-
tains visual smoothness and plausible shadow transitions
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under continuously moving light sources. This temporal
stability suggests that our framework holds promise for
supporting dynamic and immersive holographic interac-
tions, where consistent visual cues are essential for a
comfortable viewing experience.

Discussion

In this work, we have presented a complete computa-
tional imaging framework for adaptive digital light field
synthesis and interactive displays. Our results demon-
strate that it is possible to solve the challenging inverse
problem of inferring environmental illumination from one
single view of low-dynamic-range image. Crucially, this
inferred information can then drive a generative process
to reconstruct a globally coherent, relit 3D neural scene
representation. To show the quality of this reconstruction,
we analyzed the photometric consistency of the updated
3D representation against the original, static representa-
tion. Qualitatively, the original representation retains
“baked-in” illumination, leading to static highlights and
incorrect shadows when the environment changes. In
contrast, our updated representation correctly localizes
specularities and shadows according to the new light
direction. Quantitatively, this update yields a significant
performance boost, improving PSNR from 17.99 dB to
23.54 dB (see Table S5 in the Supplementary informa-
tion), suggesting that the framework fundamentally
upgrades the 3D asset to maintain global photometric
consistency rather than performing superficial image-
space filtering. The key significance of our approach lies in
shifting the paradigm from direct, hardware-intensive
light field capture (e.g., using HDR probes) to a more
flexible and accessible computational one. By synergisti-
cally combining a multi-stage optical perception module,
a hybrid-guided generative synthesizer, and a joint
geometry-appearance optimization loop, our framework
effectively “unfreezes” the static, baked-in illumination of
neural representations, and unlock their potential for
dynamic and interactive visual experiences on modern
displays. Furthermore, the framework is architected to
accommodate practical sensing limitations common in
consumer hardware. In detail, the multi-scale feature
encoder inherently suppresses high-frequency sensor
noise through its downsampling and attention mechan-
isms. Simultaneously, the NIMI module is designed to
mitigate dynamic range limitations by mapping com-
pressed, tone-mapped LDR inputs back to a linearized
radiometric manifold, allowing for the inference of plau-
sible intensity values despite potential highlight clipping.
This robustness is also supported by quantitative results
as shown in Table S3 in the Supplementary information.
Specifically, even under severe additive noise (¢ = 100),
the degradation remains moderate (PSNR drops from
24.74 to 2341 dB and LPIPS increases from 0.086 to
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0.096), indicating stable performance under practical
sensor noise. Moreover, under limited dynamic range
caused by highlight clipping, NIMI provides a clear ben-
efit. For top 10% clipping, using NIMI improves PSNR
from 22.74 to 23.98 dB and reduces LPIPS from 0.097 to
0.091 compared to the variant without NIML

The success of our framework is rooted in three key
design principles that address the core challenges of data-
scarce relighting. First, our two-stage COP module
robustly handles the ill-posed nature of light estimation. It
first infers a structured latent representation of the
lighting. Crucially, the subsequent semantic interpreter
then acts as a powerful generative prior, refining these
potentially unstable latent parameters into a physically-
plausible numerical output while simultaneously trans-
lating them into a robust textual descriptor. This
estimate-and-refine approach proved far more effective in
guiding the generative process than relying on a poten-
tially unstable raw vector. Second, GLTS moves beyond
simple domain translation by adopting a specialized
training objective. By focusing the model’s entire learning
capacity on modeling the light transport of a single object,
it learns a more accurate implicit BRDF, which can bridge
high-level parametric control with fine-grained visual
realism. Finally, by formulating the reconstruction as a
joint optimization problem, we explicitly address the
spatio-photometric inconsistencies introduced by the
generative step, ensuring the final 3D model is not only
photometrically plausible but also geometrically sound.

Our work is unique in the intersection domain. Tradi-
tional relighting techniques often depend on capturing
full panoramic images, while producing high-quality
results, which are impractical for the casual, on-the-fly
capture scenarios envisioned for consumer immersive
interaction. Recent advances in intrinsic decomposition
for neural fields have made significant progress, yet they
typically require dense multi-view supervision under
varying lighting conditions, a requirement our framework
explicitly eliminates. Our approach, specially designed for
the challenging data-scarce scenario, holds a critical
advantage for real-world deployment. The final joint
optimization stage ensures that the reconstructed light
field remains consistent across views and that lighting
effects are geometrically correct from any novel view-
point, which is essential for immersive experiences.

Despite its successes, our framework has several lim-
itations that present opportunities for future research.
First, our COP module currently models the incident
illumination as a single dominant directional source. This
formulation relies on estimating an effective dominant
light aligned with the dominant shadow-casting source, a
choice necessitated by three fundamental obstacles in
single-view inverse rendering. First, a single image pre-
sents an entanglement of unknown geometry, material,
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and lighting®’, making the decomposition of complex
lighting theoretically ill-posed without multi-view con-
straints®®, Second, from a data perspective, explicitly
modeling every permutation of multiple light positions
and colors leads to a combinatorial explosion. Acquiring a
real-world dataset that covers this exponentially growing
space with ground truth is practically intractable®.
Finally, regarding model stability, high-capacity repre-
sentations (e.g., high-order Spherical Harmonics) sig-
nificantly increase the parameter space. Under sparse
single-view cues, such models are prone to overfitting or
unstable hallucinations®>>!, whereas our compact direc-
tional model acts as a robust regularizer for stable
synthesis. This simplification, while effective for many
common scenes, struggles to represent complex envir-
onments with multiple significant light sources of varying
colors. Additionally, in a single-view setting, the distance
and intensity of a light source cannot be determined from
appearance alone. A weaker nearby light and a stronger
distant light can produce similar shadows on the object.
Therefore, our method does not aim to recover the exact
position of the light source. Instead, the COP module
estimates an effective dominant illumination (direction
and irradiance) from observable shadows and reflectance.
We use a distant-light assumption so that this illumina-
tion is approximately consistent across the object. This
design avoids the ambiguity between distance and inten-
sity while providing stable lighting control for GLTS to
synthesize photometrically consistent results. Second,
while our GLTS is powerful, its ability to represent highly
complex, non-Lambertian materials with anisotropic
properties or significant subsurface scattering has not
been fully explored. The accuracy of relighting such
materials may be limited by the expressive power of the
generative network. Finally, the iterative nature of the
joint optimization loop, while ensuring high quality, is not
yet optimized for real-time performance on mobile devi-
ces, which remains a crucial challenge for live immersive
interaction applications.

These limitations directly motivate several promising
future directions. The dominant light model could be
extended to a more expressive representation, such as a
mixture of lights or a low-frequency spherical harmonics
basis, by adapting the COP module to output multiple light
parameter sets. For computational efficiency, future work
could explore single-stage optimization techniques that
jointly solve for the neural representation and its relighting
in an end-to-end fashion, or leverage model distillation for
deployment on resource-constrained hardware. Beyond
near-eye displays, the principles of our adaptive light field
synthesis framework have broad applicability in other
cutting-edge display technologies. For instance, glasses-free
3D light field displays could leverage our method to render
dynamic content from sparse inputs. In automotive head-
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up displays (HUDs), it could be used to generate virtual
indicators that are correctly lit by the changing ambient
conditions. Furthermore, the ability to computationally
control illumination could be integrated with spatially
adaptive liquid crystal optics to achieve novel visual effects
and greater energy efficiency in future display systems.

In conclusion, this work presents a robust and practical
computational framework that bridges the gap between
one single view of optical sensing and the generation of
high-fidelity content for 3D displays. By reformulating the
relighting problem as a multi-stage process of perception,
synthesis, and joint optimization, we have demonstrated a
path towards achieving high-fidelity, editable control over
the appearance of neural scene representations without
the need for specialized hardware or extensive data cap-
ture. This advancement in adaptive digital light fields is
poised to accelerate the development of the next gen-
eration of truly interactive and photorealistic computa-
tional display systems.

Materials and methods
Network architectures

Our framework is composed of three primary modules:
the COP module, the GLTS module, and the final
reconstruction pipeline.

COP As described in our Results section, the COP
module operates in two stages to infer the illumination
parameters (E, D, Dyeyy).

Stage 1: Multi-scale Inference Engine. (F estimate) The
core of this engine is a custom CNN encoder designed to
extract features at multiple spatial resolutions. The
architecture is composed of five sequential convolutional
blocks which begin with a base of 48 channels, the count
of which doubles after each max-pooling layer, and pro-
gressively increasing from 48 to 768 (48 — 96 — 192 —
384 — 768). Each block utilizes a 3 x 3 convolution, fol-
lowed by a GELU activation function and instance nor-
malization. Crucially, each block is enhanced with a
standard channel and spatial attention mechanism to
refine the feature maps by focusing on informative pho-
tometric cues. To leverage information from different
resolutions, features from the intermediate blocks are
extracted. These multi-scale features are then resized to a
common spatial dimension and concatenated, forming a
rich, aggregated feature representation. This aggregated
tensor is passed through an adaptive average pooling layer
and then fed to two parallel 3-layer MLP heads. The
direction head outputs the 3D latent directional vector D.
The intensity head outputs the latent parameters for
irradiance. These outputs form the structured, implicit
representation passed to the next stage. All MLPs use a
0.5 dropout rate for regularization.

Stage 2: Semantic Interpreter (Finterpret). The seman-
tic direction Dy, is generated using a vision-encoder
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-decoder model. We employed a pre-trained Vision
Transformer as the image encoder and a pre-trained
DistilGPT-2°% as the autoregressive text decoder. The
tokenizer for the decoder was extended to include the
unique textual labels for each lighting direction presented
in our dataset. The entire model is fine-tuned end-to-end
to generate a textual description of the light's direction
based on the input image and the initially estimated
vector D.

GLTS. The architectural design of our GLTS is centered
on the principle of style-based modulation. This is a
powerful technique for controlling the appearance of
synthesized images. The generator’s backbone is a U-Net-
like structure with skip connections, which is effective at
preserving spatial details from the input view. The core of
its controllability, however, lies in the use of Adaptive
Instance Normalization (AdaIN) at each convolutional
layer. This mechanism allows a computed style code to
directly modulate the statistical properties (mean and
variance) of the feature maps throughout the generator,
thereby effectively controlling the visual style of the
output image.

The key to our hybrid-guided relighting task is the
sophisticated design of the mapping network that pro-
duces this style code. We engineered it as a multi-input
module that processes all components of our perceived
illumination: the textual descriptor Dy the numerical
vector D, and the visual style code syis,q1 (extracted from
the single image via a separate lightweight CNN encoder).
This network fuses these inputs to produce the final,
comprehensive style code sg,,, which conditions the
generator to synthesize an image with the desired light
transport characteristics.

Training datasets and protocols

Synthetic Dataset Generation. All training data was
synthetically generated using Blender. We created a
dataset consisting of 12 distinct 3D objects with diverse
materials, ranging from diffuse to specular. For each
object, we rendered a set of 300 multi-view images by
moving a virtual camera along a fixed Bézier curve tra-
jectory that encircled the object. This entire rendering
process was systematically repeated for a matrix of con-
trolled lighting conditions: 6 distinct directional light
sources and 6 discrete intensity levels, resulting in a
comprehensive dataset for training our perception and
synthesis modules.

COP Module Training. The inference engine Festimate
was trained in a two-phase process to ensure stability and
precision. In Phase 1 coarse pre-training, the model was
trained for 100 epochs using the AdamW optimizer with a
learning rate of le-4, a batch size of 32, and a Cosine
Annealing learning rate scheduler. An early stopping
mechanism with a patience of 10 epochs was employed to

1636 | Light Sci Appl | 2026 | Vol 15 | Issue 5

Page 13 of 15

prevent overfitting. In Phase 2 fine-tuning, the best model
from Phase 1 was fine-tuned for an additional 50 epochs
with a smaller batch size of 16 and differential learning
rates: le-6 for the encoder backbone and 5e-6 for the
MLP heads. An L1 loss (mean absolute error) was used as
the objective function for both phases. The semantic
interpreter  Fipeerprer Was  trained  separately  for
10,000 steps with a learning rate of le-5 and a weight
decay of 0.001, using a standard cross-entropy loss on the
generated text tokens.

GLTS Module Training. The GLTS was trained fol-
lowing its specialized training objective. The optimization
was driven by a combination of a pixel-wise L1 recon-
struction loss, a perceptual LPIPS loss to encourage rea-
listic details, and an adversarial loss with R1
regularization. This approach is similar to that used in
powerful generative models, which have found diverse
applications from general image synthesis®® to advanced
computational microscopy and phase retrieval®*. We used
the Adam optimizer with ; = 0.0, B, = 0.99, and a
learning rate of 1e-4. The training was conducted for 200k
iterations with a batch size of 4.

Experimental setup for validation

3D Scene Reconstruction Pipeline. The final recon-
struction, formulated as the joint optimization problem
in Eq. (13), was implemented using a standard and
robust pipeline. The joint optimization of poses and
scene parameters is a non-convex problem. To ensure
stability and prevent local optima, we employ a warm-
start strategy by initializing the system with the precisely
calibrated poses from the original 3D representation as a
strong geometric prior. Rather than a random initi-
alization, the pipeline performs a constrained refinement
of these poses. Furthermore, robust estimation strategies
(e.g., RANSAC-based outlier rejection and reprojection
error gating) are taken to filter out inconsistent feature
matches caused by illumination changes, ensuring that
the pose updates are driven by geometric consistency.
First, the set of synthesized views {I}wem} was processed
by established open-source Structure-from-Motion
software® to solve for the self-consistent camera poses
{pi}- This approach, while rooted in computer vision,
parallels advances in active optical 3D sensing that also
leverage computational methods for high-fidelity
reconstruction from captured sensor data®®. Second,
these newly registered images and poses were used as
input to train a NeRF model via an Instant-NGP
implementation form®” to obtain the final continuous
3D representation.

Hardware and Software. For our conceptual validation
and as the target application platform, we consider a
modern consumer mixed reality device, the Meta Quest 3.
Its dual front-facing RGB cameras provide the real-time
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passthrough video stream from which the sparse input
images are assumed to be captured. All model training
and offline validation experiments were conducted on a
platform equipped with a single NVIDIA GeForce RTX
3080 Ti GPU.
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